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ABSTRACT
The landing process of the quadrotors can be affected by the distur-
bance from the ground effect when approaching the landing surface.
Such a disturbance significantly increases the chances of collision
and jittering of the quadrotors, thereby posing threats to the safety
of both the quadrotors and the mounted equipment. In light of this,
we propose SmoothLander, an aerodynamics and reinforcement
learning-based control system to stabilize the quadrotors under the
influence of the ground effect and control noise. First, we design
a landing trajectory for the quadrotor in accordance with aerody-
namics. Then we design a reinforcement learning-based command
generator to effectively optimize the quadrotor’s landing behavior.
We evaluate our control system through physical feature-based sim-
ulation and in-field experiments. The results show that our method
can enable the quadrotor to land more smoothly and stably against
control noise than the baseline.
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1 INTRODUCTION
As drone technology continues to mature, researchers and indus-
tries endue drones with more and more diverse applications and
tasks, including large-scale urban sensing[10, 36], surveillance[6,
30], delivery[3, 8], disaster relief[12, 32], etc. The drones, such as
quadrotors, can use loaded sensors or software algorithms to accu-
rately locate themselves[7, 26], and then achieve highly stable hov-
ering to execute predetermined tasks. However, the performance of
landing for quadrotor is fairly unstable due to the phenomenon of
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Figure 1: The quadrotor is affected by the ground effect in
the landing process

ground effect(GE) and the control noise[28], as is illustrated in Fig.1.
Such a phenomenon causes the quadrotor to experience an extra
lift when close to a surface below due to the rebound airflow[23].
While this lift might be helpful to push the quadrotor to take off, it
induces disturbance, compromising stability and smoothness dur-
ing landing. Such disturbances might lead to jittering landings and
pose threats to both the quadrotor and the mounted equipment[13].

Researchers have proposed traditional and learning-based meth-
ods to reduce the disturbance during low-height flight. Traditional
methods include real-time adjustment through linear or self-adaptive
control[20, 25], which can effectively compensate for the impact of
ground effect[20]. However, due to the fact that the adjustment is
triggered after experiencing turbulence[31], traditional methods al-
ways lead to delayed responses. Moreover, the ground effect is very
intricate and subject to multiple influence factors including types of
quadrotors, landing surface, natural wind, and control noise[28]. It
is impractical to model for a large variety of conditions[14]. In the
case of learning-based methods, artificial neural networks (ANN)
have been applied to predict GE[15]. It was demonstrated that ANN
methods significantly outperform a baseline nonlinear tracking
controller in the cases of landing. However, these methods lack
stability guarantees[23]. Reinforcement learning (RL) has been suc-
cessfully applied to a wide range of control applications. It is a
machine learning approach that focuses on an agent learning to
make decisions or take actions in an environment to maximize a
cumulative reward[17]. Also, RL has been employed for controlling
quadrotors in landing tasks[16], showcasing exceptional landing
performance[24, 33]. However, in-field wind influences and control
noise is often neglected when utilizing RL for control.

The problem this paper tries to solve is: how to control the
quadrotors to land smoothly and stably under the interfer-
ence of the ground effect and control noise? This is a non-
trivial problem and poses significant challenges. To address these
challenges, this paper proposes SmoothLander, a reinforcement
learning-based control system for compensating for GE and con-
trolling noise during the landing process.

One of the two challenges (C1) is that: on the one hand, the
quadrotor needs to adjust its thrust of four rotors based on its cur-
rent state to compensate for the disturbance. On the other hand,
the quadrotor may not return directly because the compensating

commands do not consider the future GE caused by the adjust-
ment. Thus, delayed compensating time is spent, and oscillation
unavoidably occurs during this loop process. Additionally, control
noise is difficult to precisely measure and filter in real time, further
complicating the controller design. To tackle the challenge (C1), we
propose a reinforcement learning-based method for generating safe
command sequences in advance under the interference of control
noise and GE, without delayed adaption. The generated commands
account for the future state changes from the combination of GE
and thrust output. Leveraging the powerful modeling and search-
ing capabilities of RL[18], our approach optimizes the quadrotor’s
control strategy to pre-generate control commands that follow a
designed trajectory. This generated trajectory is proven to avoid
oscillation and provide continuity, based on the features of a critical
damping state in a second-order damping system.

The second challenge (C2) is the lack of training data for quadro-
tors to learn the distribution and influence of ground effect. This
challenge arises because the quadrotor has a large state space and a
high-dimensional transition matrix, caused by the highly dynamic
nature of quadrotors’ ground effect, making it hard to collect com-
plete command-state pair data. To address the challenge (C2), the
reinforcement learning training environment includes an aerody-
namics ground effect model and control noise distribution collected
from the real world. The disturbance force influences from this
physical GE model and control noise distribution help quadrotors
learn how to compensate. We evaluate our method in both physi-
cal feature-based simulation and real-world environments. Results
demonstrate that SmoothLander achieves smoother andmore stable
landings than the baseline.

The main contributions of this paper are as follows:
• Design a reinforcement learning-based landing control sys-
tem, SmoothLander, for quadrotors to ensure smoothness
and stability while compensating for the influence of the
ground effect and control noise by considering the future
interaction with GE, without the oscillation for adjusting.

• Propose a physical feature-based method to generate train-
ing data in the reinforcement learning environment for the
quadrotor controller to learn the strategy of resisting GE.

• Evaluate the SmoothLander system through both physical
feature-based simulation and real-world implementation on
quadrotors. The results show that our method can enable the
quadrotor to land smoothly and stably with light contacts.

The rest of this paper is organized as follows: Section 2 describes the
problem definition. Section 3 represents our controller framework.
Section 4 shows our experimental results and evaluation. In the
last, Section 5 concludes this paper.

2 PROBLEM DEFINITION
In this section, we first introduce the background definitions of the
landing system. Subsequently, we describe our objective for the
landing system. Lastly, we formulize the problem of optimizing the
landing controller system.

2.1 Key Definitions
The quadrotor can take off, land, and fly in a bounded free region,
with a rigid floor surface where quadrotors can stay. Violent impacts
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or incline landing to the floor may cause hazardous collisions. As
a flight agent, the quadrotor has states containing global position
p = [𝑝𝑥 , 𝑝𝑦, 𝑝𝑧]⊤ ∈ R3, velocity v ∈ R3, body angular velocity
𝝎 ∈ R3 and attitude rotation matrix 𝑅 ∈ 𝑆𝑂 (3). Then we can
describe the following dynamics:

¤p = v, ¤v = a, 𝑚a =𝑚g + 𝑅fu + fw,

𝑅 = 𝑅𝑀 (𝝎), J ¤𝝎 = J𝝎 × 𝝎 + 𝝉𝒖 + 𝝉𝒘 ,
(1)

where a is the acceleration,𝑚 and g = [0, 0, −𝑔] are mass and grav-
ity acceleration vector. 𝑀 (·) indicates skew-symmetric mapping.
fu = [0, 0, T ]⊤ and fw is the reflection force from four rotors thrust
and unknown outside wind. u = [𝑛21, 𝑛

2
2, 𝑛

2
3, 𝑛

2
4]
𝑇 is the actuation

signal, while 𝑛1, 𝑛2, 𝑛3, 𝑛4 are motor rotation speeds. Accordingly,
𝝉𝒖 and 𝝉𝒘 are the torques from four rotors and outside wind. The
thrust 𝑇 = H0u determines the motion of quadrotor, where H0 is a
matrix containing 𝑘𝑇 thrust coefficient, 𝑙𝑟 the length of rotor arm,
and 𝑐𝑄 torque coefficient. The critical factors in the quadrotor sta-
ble landing problem are disturbance force fw = [𝑓𝑤,𝑥 , 𝑓𝑤,𝑦, 𝑓𝑤,𝑧]⊤
and disturbance torques 𝝉𝒂 = [𝜏𝑎,𝑥 , 𝜏𝑎,𝑦, 𝜏𝑎,𝑧]⊤ from complicated
aerodynamics interactions between quadrotors and environment.
In general, the larger the rotor output power and the closer the
drone is to the ground, the more effect the disturbance will have[1].

To be detailed, control noise existed in many processes, such as
actuation noise 𝝈𝒂 in the process from control signal to rotor actual
thrust output and acceleration noise 𝝈u caused by measurement
and computing precision, two main components, with:

um = u + 𝝈u, am = a + 𝝈𝒂, (2)
where um and am are the measured actuation signal and measured
acceleration. In reality, these noises may cause unpredictable effects
on the landing task.

2.2 Problem Formulation
In order to achieve a stable quadrotor landing, the trajectory and
controller design are crucial factors for ensuring fast, smooth, and
stable flights[35]. A desired trajectory pd is designed to achieve a
stable landing, followed by the design of a stabilized controller that
compensates for disturbances caused by ground effect and control
noise. The controller enables the quadrotor to follow the desired
path during the landing task. The optimization objective of the
system is to minimize the distance between the real-time position
and the position along the desired trajectory, while ensuring the
velocity and acceleration of the quadrotors meeting specific con-
straints during the entire landing process. The main challenge
comes from uncertain mapping between actuation u and accelera-
tion a under disturbances. We have the mathematical formulation
of the stabilized controller problem as:

argmin
u

∥p𝑖𝑛𝑖𝑡 +
𝑇∫

0

(v𝑖𝑛𝑖𝑡 +
𝑇∫

0

a 𝑑𝑡)𝑑𝑡 − p𝑑 (𝑡)∥2 (3)

𝑠 .𝑡 . a𝑚𝑖𝑛 ≤ a ≤ a𝑚𝑎𝑥

v𝑚𝑖𝑛 ≤ v = v𝑖𝑛𝑖𝑡 +
𝑇∫
0
a 𝑑𝑡 ≤ v𝑚𝑎𝑥

where p𝑑 (𝑡) and v𝑖𝑛𝑖𝑡 are desired position of quadrotor’s flight at
time 𝑡 and initial velocity, respectively. Acceleration a and velocity

Figure 2: System Overview

v are limited by the hardware constrain and the purpose of safety
and smooth flight.

3 SYSTEM DESIGN
In this section, the components and details of the control system
will be introduced. The system comprises three main components:
Trajectory Generator, Ground Effect Modeling, and Thrust Command
Generator, as illustrated in Fig.2. The Trajectory Generator gen-
erates desired trajectories for quadrotors to follow, reducing the
chances of oscillations and collisions. Ground Effect Modeling pro-
vides sufficient training data for quadrotors to learn the nature of
ground effect within the RL environment. The Thrust Command
Generator generates control commands to ensure that the quadro-
tor follows the designed trajectory while also compensating for GE
and control noise, thereby ensuring smooth landing flights.

3.1 Trajectory Generator
Limited by the constraints of kino-dynamics for quadrotors, the tra-
jectorymust satisfy the requirements of a smooth and stable landing
without oscillation, which can be guaranteed by a well-designed
pre-defined trajectory. Therefore it should also be designed for
quadrotors to achieve without extra help.

The motion of a quadrotor is subject to the constraints imposed
by its kino-dynamics and physical hardware design[2], which neces-
sitates that the trajectory adheres to these limitations. Specifically,
to ensure smoothness and stability, the position and velocity se-
quence must maintain continuity without any glitches and ensure
soft contact with the ground. In terms of operational constraints, the
velocity and acceleration must not exceed the drone’s performance
limit. To ensure the safety, a deceleration buffer is necessary for
the ending period to avoid collisions, oscillations, or heavy impact.
To achieve these features, we refer to the critical damping state
of a second-order damping system, which is a widely used design
in control systems. The second-order damping system has three
primary states: overdamping, underdamping, and critical damping.
The first state takes a long time to return to the equilibrium posi-
tion, and the second state oscillates around the desired position.
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In contrast, the critical damping state ensures smoothness and a
relatively quick return to the final stable position without oscilla-
tions. The smoothness, stability, and quick response of the critical
damping state align with the requirements of the quadrotor landing
trajectory. Thereby, following the model of the critical damping
state in a second-order damping system, we design such trajectory
p𝑑 = [𝑝𝑑𝑥 , 𝑝𝑑𝑦 , 𝑝𝑑𝑧 ]⊤ ∈ R3, as:

p𝑑 (𝑡) = 𝑒 (−𝐶𝑡 ) (1 +𝐶𝑡) (p𝑖𝑛𝑖𝑡 − p𝑒𝑛𝑑 ) + p𝑒𝑛𝑑 , 𝑡 ∈ R+, (4)

where p𝑖𝑛𝑖𝑡 = [𝑝𝑖𝑛𝑖𝑡𝑥 , 𝑝𝑖𝑛𝑖𝑡𝑦 , 𝑝𝑖𝑛𝑖𝑡𝑧 ]⊤ ∈ R3 is the initial position
and p𝑒𝑛𝑑 = [𝑝𝑒𝑛𝑑𝑥 , 𝑝𝑒𝑛𝑑𝑦 , 𝑝𝑒𝑛𝑑𝑧 ]⊤ ∈ R3 is the destination of the
quadrotor. Time 𝑡 starts counting from 0 at the beginning of the
task process and 𝐶 controls the velocity of the flight.

It can be proved that p𝑑 is continuous and smooth based on
the continuity and smoothness of its first-order and second-order
derivatives. Furthermore, this trajectory guarantees that the veloc-
ity and acceleration of the quadrotor remain bounded, as demon-
strated by the maximum values of its derivatives. To prevent the
quadrotor from receiving motion commands[27] that exceed its
hardware design capabilities, we can constrain its motion by select-
ing an appropriate value for the constant 𝐶 .

3.2 Ground Effect Modeling
The ground effect refers to the upward force created by the reflec-
tion of the downward wind generated by the quadrotor’s rotors.
During the landing process, this effect can be undesirable and its
magnitude is strongly dependent on several factors, including the
distance to the ground, the hardware configuration, and the current
actuation of the rotors. The changing state of the quadrotor can
cause variations in the magnitude of the disturbance forces induced
by GE. To predict and compensate for this effect, it is crucial to have
a precise model that provides prior knowledge to the quadrotor
for self-adjustment. To address this issue, we adopt a model of the
ground effect on the quadrotor based on[29], which is derived from
the physical parameters of quadrotors and experimental results.
This model can help to mitigate the impact of the ground effect
during the landing process, which is:

𝑇 (𝑛, 𝑝𝑧) = 𝑘𝑇𝑛
2/[𝜌𝐷4 [1 − (𝐷/4𝑝𝑧)2 − 𝐷2𝑝𝑧/

√︃
(𝑑2 + 4𝑝2𝑧 )3

− (𝐷2/2) (𝑝𝑧/
√︃
(2𝑑2 + 4𝑝2𝑧 )3 ) − 2𝐷2 (𝑝𝑧/

√︃
(𝑏2 + 4𝑝2𝑧 )3)𝐼𝑏 ]],

(5)

where 𝑇 is the actual thrust containing GE, 𝜌 is the air density, 𝐷
is the radius of the propeller, 𝑑 and 𝑏 are the distance between the
closed two rotor axes and two diagonal rotor axes, and 𝐼𝑏 is the em-
pirical body lift coefficient. The last two terms of the denominator
account for flow recirculation and the central body raise. The lift
generated by the model considers the airflow velocity at the body’s
central position and modifies its impact using 𝐼𝑏 . This model has
been validated experimentally on a real-world testbench[28].

3.3 Thrust Command Generator
Designing a controller to generate stabilized thrust output for
quadrotors to deal with control noise and coupled ground effect in
advance using traditional methods is challenging. Although using
reinforcement learning can satisfy these requirements, it introduces
new challenges, such as generating safe actions and simulating

Algorithm 1 Learning a policy for the control of quadrotors based
on reinforcement learning algorithm
1: Randomly initialize a model 𝜋
2: for epoch=1:𝑀 do
3: randomly initialize p𝑡 , v𝑡 , a𝑡 ,𝝎𝑡 ;
4: for 𝑡 = 0 : 𝑇 − 1 do
5: Quadrotor executes an action u𝑡 = 𝜋 (p𝑡 );
6: Calculate fu, fw, 𝝉u, 𝝉w;
7: Calculate a𝑡+1, v𝑡+1;% according to Eq(1)
8: Calculate p𝒕+1;% according to Eq(1)
9: Reward r𝑡+1 = 𝑅 (u𝑡 , p𝑡+1)
10: Update the model 𝝅 and the state p𝑡+1
11: end for
12: end for

physical ground effect[19, 22]. To address these challenges, we
adopt a changeable action space and physical feature-based ground
effect model described in section 3.2 for our command generator.

Action Space: The action space for the thrust command gen-
erator is limited by the quadrotor’s hardware design and must be
within a safe region to prevent instability caused by excessive ac-
tuation commands or high velocities. Moreover, the velocity of
the quadrotor must change slowly to ensure stability and prevent
oscillations, and the velocity should be low when approaching the
final destination to reduce the risk of collision or exceeding the
hover position. To meet these requirements, the action space is
constructed by adjusting based on the previous state.

State Space: The quadrotor is confined to amotion regionwithin
a free space Ω that includes a rigid ground boundary. The quadro-
tor’s states are defined as p, v, a, and 𝝎.

Reward: The reward function is denoted as𝑅 (u, (p𝑡 , v𝑡 , a𝑡 ,𝝎𝑡 )),
to minimize the difference between the actual positions and the
desired positions for the quadrotor to closely follow the desired
trajectory. The function is defined in Eq(3).
4 EVALUATION
In this section, we test our method in both simulation and the real
world, aiming to evaluate its effectiveness and performance. For
simulation, our method is compared with a non-linear tracking con-
troller in one-dimensional z-axis. We also implement our methods
on Crazyflie 2.1 in the real world to test the performance.

4.1 Experimental Setup
Evaluation Metrics: The objective of the SmoothLander is to land
with a smooth and stable trajectory under the interference from GE
and control noise. Therefore, the error between the quadrotor’s ac-
tual trajectory and its desired trajectory describes the performance
of the SmoothLander controller in compensating for the ground
effect.

Baseline: We compare our method with a nonlinear tracking
controller that regards fw ≡ 0 in Eq(1). It tries to maintain a com-
posite variable s = 0, which is

s = ¤e𝑝 + Γep = ¤p − v𝑟 (6)

where ep = p − pd is the tracking error, v𝑟 is a reference velocity, Γ
is a positive definite matrix. Thus, tracking the trajectory can be
transformed to maintaining the velocity v to follow v𝑟 = ¤p𝑑 − Γe𝑝 .

685



SmoothLander UbiComp/ISWC ’23 Adjunct, October 08–12, 2023, Cancun, Quintana Roo, Mexico

Experimental Setup: For both the simulation and real-world
experiment, the environment is an open-air ground without any
natural winds. The platform used is a nano-quadrotor, Crazyflie
2.1[4, 5], equipped with an infrared ToF distance sensor for flight
height data collection. The command input is the actuation signal
u generated from the Thrust Command Generator. To build a close-
to-real model for simulation and real-world tests, we measured
Crazyflie’s mass𝑚, rotor radius 𝐷 , the distance between rotor axes
𝑑 , diagonal length 𝑏, as well as air pressure 𝜌 . Also, we tested the
thrust constant 𝑘𝑇 , actuation noise 𝝈𝒖 , and acceleration noise 𝝈𝒂
from the real world. The control command rate, the attitude update
rate, and the position estimation rate are all the same at 100Hz. The
detailed experiment process is described in the next subsection.

4.2 System Performance
Overall Landing Performance: In this study, we conduct a land-
ing simulation to evaluate the performance of SmoothLander. To
assess the filtering of unwanted disturbances from the ground ef-
fect, we carry out 100 tests and compare the mean trajectories of
the quadrotor using our method with those using the baseline. The
experiments were conducted using the control noise of 0.01 for
both acceleration and actuation noise variances. The quadrotor first
ascends to an initial height of 𝑝𝑧 = 1.5(𝑚) and then hovers at this
height before initiating the landing process along the desired tra-
jectory p𝑑 with an initial zero-velocity, ultimately coming to a stop
at ground level. As shown in Fig.3(a), Smoothlander successfully
brings the quadrotor a low-velocity contact with the ground, while
the baseline method struggles to approach the ground under the
influence of the upward force. This demonstrates the efficacy of our
reinforcement learning model in generating compensated control
commands based on predicting the impact of GE to follow p𝑑 . In
addition, we compare the mean absolute errors (MAE) between the
simulated trajectory p and the desired trajectory p𝑑 , as shown in
Fig.3(b). The results indicate that SmoothLander has smaller mean
errors and smaller standard variances, indicating high-precision
control and less fluctuation during the landing process.

Then we implement Smoothlander and baseline in the real world
on a Crazyflie 2.1, which only controls the vertical power output
with equal four rotors’ thrust. The experiment is conducted identi-
cally to the simulation, with the same initial settings. The quadrotor
using the baseline controller stops descending before reaching the
final height, but Smoothlander contacts the ground steadily at last,
as is shown in Fig.4. However, due to the high data variance of the
low-cost sensors and the variable power output associated with the
battery, the performance of the system is somewhat suppressed.

Control Noise Reduction Performance: We compare the per-
formance of two methods under different levels of actuation noise
and acceleration noise in a simulation. The mean cumulative posi-
tion errors resulting from 100 simulations with varying noise vari-
ances are shown in Fig.5. As the variances increase, both methods
experience growing mean errors due to the increasing uncertainty
of the actions’ effects. However, Smoothlander consistently exhibits
smaller cumulative errors than the baseline, indicating its superior
ability to filter control noise. This ability is likely attributed to the
training process, during which our reinforcement learning model
learns the noise distribution by interacting with the environment.

(a) Mean trajectory (b) Mean error

Figure 3: Mean trajectories and mean errors of landing simu-
lations. (a)The lines indicate themean trajectories of 100 sim-
ulations and the shadowed areas show the variances. (b)Mean
errors compared with the desired trajectory are shown as
lines and variances are shown with shadow area.

Figure 4: Landing performance in real-world experiments.
(a)Landing Crazyflie. (b)Trajectories of landing. The quadro-
tor using baseline does not land on the ground as last, but
using SmoothLander it does.

Figure 5: Trajectory errors with different noise variance. Al-
though errors increase as the variance rises in both methods,
SmoothLander always has much lower errors.

5 CONCLUSION
This paper proposes a landing control system, SmoothLander, de-
signed to achieve smooth and stable flights even in the presence of
ground effect interference and control noise. The system employs
reinforcement learning to overcome the disturbance force from
the ground effect and reduce control noise, thereby enabling more
precise flights. Results from both physical feature-based simula-
tions and in-field implementation tests demonstrate that Smooth-
Lander outperforms the baseline in terms of landing performance.
In the future, the system can help quadrotors provide smart living
services[11, 21] based on advanced schedule algorithms[9, 34] and
various sensors.

686



UbiComp/ISWC ’23 Adjunct, October 08–12, 2023, Cancun, Quintana Roo, Mexico Zhao and Wang, et al.

ACKNOWLEDGMENTS
This paper was supported by the National Key R&D program of
China (2022YFC3300703), Guangdong Innovative and Entrepreneuri-
al Research Team Program (2021ZT09L197), Shenzhen 2022 Sta-
bilization Support Program (WDZC20220811103500001), and Ts-
inghua Shenzhen International Graduate School Cross-disciplinary
Research and Innovation Fund Research Plan (JC20220011).

REFERENCES
[1] Md Shah Alam and Jared Oluoch. 2021. A survey of safe landing zone detection

techniques for autonomous unmanned aerial vehicles (UAVs). Expert Systems
with Applications 179 (2021), 115091.

[2] Ross E Allen and Marco Pavone. 2019. A real-time framework for kinodynamic
planning in dynamic environments with application to quadrotor obstacle avoid-
ance. Robotics and Autonomous Systems 115 (2019), 174–193.

[3] Dane Bamburry. 2015. Drones: Designed for product delivery. DesignManagement
Review 26, 1 (2015), 40–48.

[4] Fethi Candan, Aykut Beke, and Tufan Kumbasar. 2018. Design and Deployment
of Fuzzy PID Controllers to the nano quadcopter Crazyflie 2.0. In 2018 Innovations
in Intelligent Systems and Applications (INISTA). IEEE, 1–6.

[5] Xinlei Chen, Aveek Purohit, Carlos Ruiz Dominguez, Stefano Carpin, and Pei
Zhang. 2015. Drunkwalk: Collaborative and adaptive planning for navigation
of micro-aerial sensor swarms. In Proceedings of the 13th ACM Conference on
Embedded Networked Sensor Systems. 295–308.

[6] Xinlei Chen, Aveek Purohit, Shijia Pan, Carlos Ruiz, Jun Han, Zheng Sun, Frank
Mokaya, Patric Tague, and Pei Zhang. 2017. Design experiences in minimalistic
flying sensor node platform through sensorfly. ACM Transactions on Sensor
Networks (TOSN) 13, 4 (2017), 1–37.

[7] Xinlei Chen, Carlos Ruiz, Sihan Zeng, Liyao Gao, Aveek Purohit, Stefano Carpin,
and Pei Zhang. 2020. H-DrunkWalk: Collaborative and adaptive navigation for
heterogeneous MAV swarm. ACM Transactions on Sensor Networks (TOSN) 16, 2
(2020), 1–27.

[8] Xuecheng Chen, Haoyang Wang, Zuxin Li, Wenbo Ding, Fan Dang, Chengye
Wu, and Xinlei Chen. 2022. DeliverSense: Efficient delivery drone scheduling for
crowdsensing with deep reinforcement learning. In Adjunct Proceedings of the
2022 ACM International Joint Conference on Pervasive and Ubiquitous Computing
and the 2022 ACM International Symposium on Wearable Computers. 403–408.

[9] Xinlei Chen, Susu Xu, Jun Han, Haohao Fu, Xidong Pi, Carlee Joe-Wong, Yong Li,
Lin Zhang, Hae Young Noh, and Pei Zhang. 2020. Pas: Prediction-based actuation
system for city-scale ridesharing vehicular mobile crowdsensing. IEEE Internet
of Things Journal 7, 5 (2020), 3719–3734.

[10] Xinlei Chen, Susu Xu, Xinyu Liu, Xiangxiang Xu, Hae Young Noh, Lin Zhang,
and Pei Zhang. 2020. Adaptive hybrid model-enabled sensing system (HMSS)
for mobile fine-grained air pollution estimation. IEEE Transactions on Mobile
Computing 21, 6 (2020), 1927–1944.

[11] Xinlei Chen, Xiangxiang Xu, Xinyu Liu, Shijia Pan, Jiayou He, Hae Young Noh,
Lin Zhang, and Pei Zhang. 2018. Pga: Physics guided and adaptive approach
for mobile fine-grained air pollution estimation. In Proceedings of the 2018 ACM
International Joint Conference and 2018 International Symposium on Pervasive and
Ubiquitous Computing and Wearable Computers. 1321–1330.

[12] Sudipta Chowdhury, Adindu Emelogu, Mohammad Marufuzzaman, Sarah G
Nurre, and Linkan Bian. 2017. Drones for disaster response and relief operations:
A continuous approximation model. International Journal of Production Economics
188 (2017), 167–184.

[13] Chris Dinelli, John Racette, Mario Escarcega, Simon Lotero, Jeffrey Gordon,
James Montoya, Chase Dunaway, Vasileios Androulakis, Hassan Khaniani, Si-
hua Shao, et al. 2023. Configurations and Applications of Multi-Agent Hybrid
Drone/Unmanned Ground Vehicle for Underground Environments: A Review.
Drones 7, 2 (2023), 136.

[14] Bara J Emran and Homayoun Najjaran. 2018. A review of quadrotor: An under-
actuated mechanical system. Annual Reviews in Control 46 (2018), 165–180.

[15] M Habibnia and J Pascoa. 2019. ANN assisted flow modeling and analysis for a
cyclorotor in ground effect. Aerospace Science and Technology 95 (2019), 105495.

[16] Jemin Hwangbo, Inkyu Sa, Roland Siegwart, and Marco Hutter. 2017. Control of
a quadrotor with reinforcement learning. IEEE Robotics and Automation Letters 2,
4 (2017), 2096–2103.

[17] Leslie Pack Kaelbling, Michael L Littman, and Andrew W Moore. 1996. Rein-
forcement learning: A survey. Journal of artificial intelligence research 4 (1996),
237–285.

[18] Jens Kober, J Andrew Bagnell, and Jan Peters. 2013. Reinforcement learning in
robotics: A survey. The International Journal of Robotics Research 32, 11 (2013),
1238–1274.

[19] William Koch, Renato Mancuso, Richard West, and Azer Bestavros. 2019. Rein-
forcement learning for UAV attitude control. ACM Transactions on Cyber-Physical
Systems 3, 2 (2019), 1–21.

[20] Daewon Lee, H Jin Kim, and Shankar Sastry. 2009. Feedback linearization vs.
adaptive sliding mode control for a quadrotor helicopter. International Journal of
control, Automation and systems 7 (2009), 419–428.

[21] Yuxuan Liu, Xinyu Liu, Fanhang Man, Chenye Wu, and Xinlei Chen. 2022. Fine-
Grained Air Pollution Data Enables Smart Living and Efficient Management. In
Proceedings of the 20th ACM Conference on Embedded Networked Sensor Systems.
768–769.

[22] Tommaso Mannucci, Erik-Jan van Kampen, Cornelis De Visser, and Qiping Chu.
2017. Safe exploration algorithms for reinforcement learning controllers. IEEE
transactions on neural networks and learning systems 29, 4 (2017), 1069–1081.

[23] Antonio Matus-Vargas, Gustavo Rodriguez-Gomez, and Jose Martinez-Carranza.
2021. Ground effect on rotorcraft unmanned aerial vehicles: A review. Intelligent
Service Robotics 14, 1 (2021), 99–118.

[24] Riccardo Polvara, Massimiliano Patacchiola, Sanjay Sharma, Jian Wan, Andrew
Manning, Robert Sutton, and Angelo Cangelosi. 2018. Toward end-to-end control
for UAV autonomous landing via deep reinforcement learning. In 2018 Interna-
tional conference on unmanned aircraft systems (ICUAS). IEEE, 115–123.

[25] Kirill V Rozhdestvensky. 2000. Aerodynamics of a lifting system in extreme ground
effect. Springer Science & Business Media.

[26] Carlos Ruiz, Xinlei Chen, Lin Zhang, and Pei Zhang. 2016. Collaborative lo-
calization and navigation in heterogeneous UAV swarms: Demo abstract. In
Proceedings of the 14th ACM Conference on Embedded Network Sensor Systems
CD-ROM. 324–325.

[27] Carlos Ruiz, Xinlei Chen, and Pei Zhang. 2017. Hybrid and adaptive drone identi-
fication through motion actuation and vision feature matching. In Proceedings of
the 16th ACM/IEEE International Conference on Information Processing in Sensor
Networks. 327–328.

[28] Pedro Sanchez-Cuevas, Guillermo Heredia, and Anibal Ollero. 2017. Characteri-
zation of the aerodynamic ground effect and its influence in multirotor control.
International Journal of Aerospace Engineering 2017 (2017).

[29] Pedro Sanchez-Cuevas, Guillermo Heredia, and Anibal Ollero. 2019. Multirotor
aerodynamic effects in aerial manipulation. Aerial Robotic Manipulation: Research,
Development and Applications (2019), 67–82.

[30] Andrey V Savkin and Hailong Huang. 2019. A method for optimized deployment
of a network of surveillance aerial drones. IEEE Systems Journal 13, 4 (2019),
4474–4477.

[31] Manmohan Sharma and Indrani Kar. 2021. Control of a quadrotor with network
induced time delay. ISA transactions 111 (2021), 132–143.

[32] HaoyangWang, Xuecheng Chen, Yuhan Cheng, ChenyeWu, FanDang, and Xinlei
Chen. 2022. H-SwarmLoc: Efficient Scheduling for Localization of Heterogeneous
MAV Swarm with Deep Reinforcement Learning. In Proceedings of the 20th ACM
Conference on Embedded Networked Sensor Systems. 1148–1154.

[33] Jiawei Wang, Teng Wang, Zichen He, Wenzhe Cai, and Changyin Sun. 2023.
Towards better generalization in quadrotor landing using deep reinforcement
learning. Applied Intelligence 53, 6 (2023), 6195–6213.

[34] Susu Xu, Xinlei Chen, Xidong Pi, Carlee Joe-Wong, Pei Zhang, and Hae Young
Noh. 2019. ilocus: Incentivizing vehicle mobility to optimize sensing distribution
in crowd sensing. IEEE Transactions on Mobile Computing 19, 8 (2019), 1831–1847.

[35] Roberto Zanasi, C Guarino Lo Bianco, and Alberto Tonielli. 2000. Nonlinear
filters for the generation of smooth trajectories. Automatica 36, 3 (2000), 439–448.

[36] Haidong Zhang, Lingqing Wang, Ting Tian, and Jianghai Yin. 2021. A review
of unmanned aerial vehicle low-altitude remote sensing (UAV-LARS) use in
agricultural monitoring in China. Remote Sensing 13, 6 (2021), 1221.

687


	Abstract
	1 Introduction
	2 Problem Definition
	2.1 Key Definitions
	2.2 Problem Formulation

	3 System Design
	3.1 Trajectory Generator
	3.2 Ground Effect Modeling
	3.3 Thrust Command Generator

	4 Evaluation
	4.1 Experimental Setup
	4.2 System Performance

	5 Conclusion
	Acknowledgments
	References

